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Abstract— Visual navigation policies trained on human
demonstrations can effectively leverage visual inputs to reach
target destinations, however, they may exhibit unsafe behaviors
in cluttered environments, as they lack explicit safety-related
modeling and thus fail to capture safety knowledge from human
demonstrations. To mitigate this, we present RaFM-Nav, a
risk-aware visual navigation framework that enhances safety
in complex scenes via two complementary mechanisms. First,
we propose an Obstacle Perception Grid (OPG) module that
transforms monocular depth into a top-down occupancy grid to
provide obstacle occupancy information, thereby explicitly mod-
eling potential scene risks at the perception level. Following that,
we introduce a group-relative trajectory alignment strategy in
the fine-tuning phase, which evaluates in-group trajectories
via proposed safety metrics to guide the model toward safer
trajectory modes at the supervision level without increasing
inference-time computation. We validate RaFM-Nav on a real-
world quadruped robot. In densely cluttered environments,
our method demonstrates exceptional robustness compared
to the previous state-of-the-art methods, more than doubling
the navigation success rate (30.0% to 70.0%) while slashing
the collision frequency by over 2x in both goal-conditioned
navigation and goal-free exploration tasks.

I. INTRODUCTION

Visual navigation is important for autonomous mobile
robots operating in real-world environments [1]-[3]. Given
visual observations, an embodied agent perceives its sur-
roundings and generates actions to reach a goal safely.

Previous learning-based navigation methods directly map
visual observations to actions [4]-[10]. While effective,
these early approaches mainly produce deterministic ac-
tions, which limits their ability to capture multimodal action
distributions as illustrated in [11]. Recent works leverage
generative paradigms, such as diffusion or flow matching,
to model multiple plausible trajectories [8], [11]-[14].

While these methods can effectively fit human demonstra-
tion data to improve success rates, they may still exhibit
unsafe behaviors. This stems from the fact that although
human demonstrations implicitly contain safety-related cues,
the demonstrations are often confounded by diverse in-
dividual preferences and varying environmental contexts.
Consequently, imitation learning-based policies fail to extract
a robust safety distribution within the latent space, resulting
in action outputs that remain prone to collision risks, as
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Fig. 1: Illustration comparing the trajectory distributions
generated by different policies. When deployed in unseen
environments, standard generative imitation policies tend
to yield highly variable trajectory distributions, leaving the
agent vulnerable to a wide range of unsafe paths with
marginal obstacle clearances (left). By explicitly modeling
spatial risks, our method effectively concentrates and shifts
the generated distribution toward safer, well-centered traver-
sals with increased safety margins (right).

illustrated in Fig. 1. To address this issue, we propose
RaFM-Nav, a Risk-aware Flow Matching framework for
safe navigation in densely cluttered environments. The key
insight of our framework is to leverage two complemen-
tary mechanisms to explicitly model navigation safety: a
perception-level grid that models obstacle occupancy to
enhance risk awareness, and a supervision-level loss inspired
by Group-Relative Policy Optimization (GRPO) [15] that
guides the policy toward safer trajectory modes.

Specifically, we propose an Obstacle Perception Grid
(OPG) module, which first back-projects the estimated depth
map into a 3D point cloud and subsequently discretizes the
local region into a structured 2D spatial grid. Each cell
in this grid contains point density and normalized height,
offering spatial cues regarding obstacle occupancy and free-
space layout. By integrating these grid-based embeddings
with visual tokens, our OPG module provides additional
spatial priors for risk regions and enhances safety awareness
at the perception level.

Complementary to this perception-level enhancement, we
further propose group-relative trajectory alignment, a fine-
tuning strategy inspired by GRPO [15]. Our framework sam-



ples a group of candidate trajectories and ranks them using
a safety-oriented reward function. This reward integrates
a collision penalty that penalizes trajectories passing too
close to detected obstacles, with an open-space incentive that
encourages the agent to prioritize wider roads when multiple
feasible paths exist, effectively biasing the policy to align the
action distribution with safer modes. It should be noted that
the alignment only occurs at the supervision level during
training, ensuring that the agent maintains high inference
efficiency while reducing collision risks in complex scenes.

Extensive real-world experiments conducted with a Uni-
tree Go2 quadruped robot across three environments com-
prising static indoor clutter, unstructured outdoor clutter
and dynamic scenarios with sudden pedestrian interfer-
ence demonstrate the following: (1) Effectiveness: In goal-
conditioned navigation, RaFM-Nav achieves a 70% suc-
cess rate, significantly outperforming the SOTA method. (2)
Safety: In goal-conditioned navigation, our method reduces
the average collisions per run to 1.1, compared to 2.5 for the
SOTA method. Furthermore, in goal-free exploration tasks,
our approach maintains a superior safety margin with only
1.0 collision per run, representing a 70% reduction relative
to SOTA methods.

In summary, the main contributions of this work are:

o Obstacle Perception Grid: We propose the Obstacle
Perception Grid, a structured spatial representation ob-
tained via 3D back-projection, which provides explicit
spatial grounding and enables the agent to identify risk-
prone regions at the perception stage.

¢ Group-Relative Trajectory Alignment: We introduce
Group-Relative Trajectory Alignment, a supervision-
level fine-tuning strategy inspired by GRPO that biases
navigation policies toward safer action modes with our
proposed safety-oriented reward function.

« Real-World Validation: We provide extensive real-
world experiments on a quadruped robot across diverse
environments, demonstrating that RaFM-Nav signifi-
cantly boosts success rates to 70% while reducing
collision frequency by up to 70% compared to state-
of-the-art methods.

II. RELATED WORK
A. Visual Navigation

Classical autonomous navigation typically relies on SLAM
and geometric planning pipelines, which have demonstrated
strong robustness in structured environments and large-scale
deployments [5], [16], [17].

With the rise of large-scale robot datasets and deep repre-
sentation learning, end-to-end visual navigation has emerged
as an alternative paradigm that maps egocentric observations
to control actions [18]. Goal-conditioned policies trained
across diverse embodiments improve generalization by learn-
ing normalized action representations [19], [20].

To capture the multimodal nature of navigation behavior,
recent methods model distributions over future trajectories
rather than predicting a single deterministic action [21].

Diffusion- and flow-matching-based policies have shown
strong performance in this setting, supporting both goal-
conditioned navigation and open-ended exploration [8], [14].

VINT generates subgoal images for long-horizon naviga-
tion [20], while NoMaD applies diffusion directly in the
action space for both goal-directed and exploratory behav-
iors [8]. Flow matching offers a more efficient alternative
to diffusion by learning continuous transport dynamics for
action generation [22], [23]. While these generative methods
can effectively fit human demonstration data to improve
success rates, they may still exhibit unsafe behaviors.

Recent works have begun to explore safety in generative
visual navigation. SaferPath [24] improves safety by select-
ing the safety trajectories generated by diffusion policies
through a post-hoc manner and does not improve the policy
to internalize safety-aware behaviors. Self-Imitated Diffusion
Policy (SIDP) [25] improves diffusion-based navigation via a
self-imitation training scheme that iteratively selects safety-
aware trajectories and distills them back into the policy.
Its reward is computed with an indicator-style formulation,
yielding a relatively hard signal that often leads to sparse or
unstable gradients during policy fine-tuning.

The proposed RaFM-Nav differs from the prior safety-
oriented policy SIDP in three aspects. First, we introduce
a perception-level occupancy grid that explicitly models
obstacle geometry to enhance risk awareness. Second, we
design a soft, safety-oriented reward to guide the policy
toward safer trajectory modes. Third, we incorporate an
open-space incentive that encourages the agent to prefer
wider corridors when multiple feasible paths exist.

B. Offline Preference Alignment

Alignment approaches based on online reinforcement
learning [26]-[28] have proven highly effective for policy
optimization, though they typically require repeated environ-
ment interactions to collect reward or preference signals.

For real-world robotic systems, online interactions are of-
ten unavailable, as deploying them in physical environments
for extensive data collection is impractical. Therefore, offline
preference alignment strategy [29], [30] is introduced to
fine-tune a policy using offline data, adapting its behavior to
match different preference objectives.

In robotics, offline preference alignment has emerged as a
versatile paradigm for incorporating task-specific objectives
beyond standard imitation learning.

Prior work has leveraged ranking-based objectives to
guide trajectory selection toward desirable outcomes, such as
higher task completion rates or shorter execution times [21],
[31]. Within diffusion-based policy learning, preference for-
mulations have been employed to shape generated action se-
quences toward smoother, more energy-efficient, or human-
interpretable behaviors, thereby improving generation fidelity
beyond behavioral cloning [11], [32]. More recently, prefer-
ence learning has been extended to enforce high-level behav-
ioral constraints, including navigation styles, spatial compli-
ance, and language-conditioned instructions [33], [34].



Unlike traditional policy gradient methods that rely on
a critic network, GRPO [15] estimates advantages through
comparisons within a group of sampled responses, which is
particularly effective when multiple candidates are available.
This group-wise comparison mechanism enables more stable
policy optimization while mitigating the risk of overfitting to
noisy reward signals [35], [36]. Inspired by group-relative
policy optimization, we introduce a safety-aware align-
ment strategy for generative visual navigation. We design
a safety-oriented reward that penalizes obstacle proximity
and rewards open-space traversal. By optimizing the policy
against the relative rankings of sampled trajectories based on
these safety-oriented rewards, our policy explicitly steers the
generative distribution away from high-risk paths, enabling
robust collision avoidance.

III. METHODOLOGY
A. Problem Formulation and Overview

Problem Formulation. We study the goal-conditioned visual
navigation problem. At time ¢, the robot observes an RGB
image o; and is given a goal image o4. To capture short-
term temporal context, we use an observation history O; =
{0t—1,+1,...,0:} of length T,. The policy outputs an ego-
centric waypoint trajectory A; = {at,...,ar47,—1} with
horizon T}, where each waypoint is represented by 2D spatial
coordinates in the robot’s local ground plane. Our objec-
tive is to learn a risk-aware conditional generative policy
mo(A¢ | Oy, 04) that preserves goal-reaching capability while
generating safe waypoints in densely cluttered environments.
Overview. As shown in Fig. 2, RaFM-Nav is a goal condi-
tioned visual navigation framework that learns a risk aware
policy over future waypoint trajectories from a short history
of RGB observations and a goal image, using conditional
flow matching as the trajectory generation backbone. In the
initial training phase, in addition to RGB and depth features,
we introduce an Obstacle Perception Grid (OPG) that rep-
resents the free space layout in front of the agent. These
three modalities are jointly utilized as conditional inputs to
train a base flow matching policy via behavioral cloning.
During fine-tuning, we aim to improve risk awareness of the
policy by introducing a safety-oriented reward that explicitly
assesses trajectory safety. We achieve this using group-
relative trajectory alignment. Concretely, we sample a group
of candidate trajectories, rank them by the safety reward, and
perform a group-relative update that assigns higher weight to
trajectories that are safer than others within the same group.

B. Conditional Flow Matching with Obstacle Perception
Grid

Following FlowNav [14], we adopt conditional flow
matching (CFM) as our basic generative backbone for trajec-
tory prediction. The policy predicts future waypoints condi-
tioned on visual observations, using an observation encoder
that combines RGB images with implicit depth features. To
further improve obstacle awareness, we additionally learn
an Obstacle Perception Grid (OPG) from the estimated
depth map to represent the free-space layout in front of

the agent. Then we utilize the RGB observations, implicit
depth features, and the Obstacle Perception Grid jointly as
conditioning inputs, and train the flow matching policy with
behavior cloning.

Obstacle Perception Grid (OPG). We learn a structured
front-view free-space map, termed Obstacle Perception Grid
(OPG), that explicitly encodes the surrounding free-space
layout in front of the agent. This explicit spatial repre-
sentation provides direct obstacle cues for policy learning,
complementing the implicit obstacle features from RGB and
depth information.

Specifically, given the relative depth map extracted from
RGB images, we back-project it into a 3D point cloud
using camera intrinsics K € R3*3. We discretize the local
ground region in front of the robot into a fixed-resolution
horizontal grid of size G x G, which is set to 16 x 16 in
our implementation. The grid captures the local space with a
lateral axis = and a forward depth axis z. For each grid cell ¢,
we compute four geometric statistics that jointly characterize
the free-space layout and potential obstacles:

« Point density p;: the number of 3D points falling into
cell 4, which is further processed as log(l + p;) to
dampen outliers and indicate spatial occupancy;

o Depth range (Zmin,i; Zmax,i): the normalized minimum
and maximum depth values in cell ¢, representing the
closest observed surface and the farthest visible bound-
ary, respectively;

e Normalized maximum height ¥max: the maximum
height value in cell 4, normalized to [0,1]. This is
particularly important for obstacle detection: higher
values indicate the presence of obstacles (e.g., furniture,
pedestrians) standing above the ground plane.

Then, we embed the obstacle representation of cell ¢ into a
spatial token:

Xépg - MLP([IOg(l + pz)a Zmin,ia Zmax,iv ymax,i])v (1)

where MLP denotes a two-layer perceptron. Collectively,
all grid tokens form the obstacle representation X,,, €
R(GXG) XD “which provides a camera-centric top-down prior
that makes free-space layout explicitly accessible.

In addition to the OPG, following prior work [14], we
encode the observation history into temporal visual tokens.
Specifically, historical ego-centric RGB frames are processed
by an EfficientNet-BO encoder, and the resulting embeddings
are projected into D-dimensional tokens, yielding X,ps €
RToxD Meanwhile, a depth-aware token Xgepth € RY™D s
extracted from the current RGB observation using the frozen
DINOV2 backbone of Depth Anything V2.

CFM Policy Learning. We utilize the RGB observations,
implicit depth features, and the Obstacle Perception Grid
jointly as conditioning inputs, and train the flow matching
policy with behavior cloning.

Then, all perception features are concatenated and pro-
cessed by a Transformer encoder to produce the final condi-
tioning context hy:

h; = TranSformer([XobS7 Xdept}uXopga Xgoal})y 2
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Fig. 2: Overview of the RaFM-Nav architecture. Building upon a standard flow-matching navigation backbone, we
introduce Obstacle Perception Grid (OPG) to extract explicit spatial layout features from estimated depth maps, augmenting
the standard scene and optional goal tokens. During the fine-tuning phase, the group relative trajectory alignment mechanism
evaluates the sampled trajectories using safety-oriented rewards (collision penalty and open-space reward) to shift the

generative policy toward safer, collision-free behaviors.

where Xgoa1 € R™P g the goal embedding. Given the
conditioning context h;, we adopt conditional flow matching
(CFM) to generate waypoint sequences. The context h
serves as the conditioning input to the flow model, which
learns to transport noise samples to the target waypoints.
The flow model vy(7, A, h;) , which parameterizes our
generative policy mg(A; | O, g) in our problem formulation,
is trained by minimizing:

Lcorm = Er A, [HUG(T, A hy) — (A — Ao)Hz}, 3)

where 7 € [0,1] is the time variable along the flow path,
A, € R"T=*2 denotes the future waypoint sequence with
horizon T, and Ay ~ A (0,I) is the noise. The interpolation
pathis A, = (1 —7)Ap + TA;.

C. RL Fine-tuning via Group-Relative Trajectory Alignment

Imitation learning based policies mainly learn to reproduce
expert behavior from the training data, without explicitly
encoding the underlying safety constraints. Consequently, a
single observation may admit multiple behaviorally plausible
trajectories, but these candidates can differ in their clear-
ance to nearby obstacles. Without an explicit preference for
safety constraints, the policy may select trajectories with
unnecessarily small clearance, leading to suboptimal obstacle
avoidance when deployed in novel environments. We there-
fore fine-tune the cloned policy with group-relative trajectory
alignment by sampling a group of candidate trajectories,
ranking them with a safety oriented reward, and applying
a group-relative update to increase the likelihood of higher
ranked safety behaviors.

Safety-Oriented Reward. We first propose a safety-oriented
reward to evaluate the safety of each trajectory in a sampled
set. It combines two complementary signals: the obstacle
collision penalty 7conision penalizes trajectories that incur
higher collision risk by passing too close to obstacles,
and the open-space reward 7open €ncourages the policy to
prefer traversing locally open regions when multiple feasible
passages exist. The reward is formulated as:

R(A) = Topen (A) - A Tcollision (A)7 (4)

where A denotes a trajectory and A > 0 is a coefficient
balancing the collision cost.
The obstacle collision penalty is defined as

pm(A), (5)

max

Tcollision (A) =
me{l,....Tq}

where Ty, is the prediction horizon and p,,(A) denotes the
penalty at the m-th waypoint. For each waypoint m along
the trajectory A, the penalty is defined as

2
<1 — d;n(A)> , if din(A) < dsafe,
safe

0, otherwise,

pm(A) = (6)

where d,,,(A) denotes the minimum distance from the m-th
waypoint to nearby obstacles and dg,¢. is the safety distance
threshold.

The open-space reward 7,6, encourages the policy to
prefer traversing locally open regions rather than narrow
passages, and is formulated as:

Topen(A) = V;rpenvtraj - €xp ( — 7Y * Tcollision (A))y @)



where vopen denotes the unit direction vector toward the
most open traversable direction in front of the agent as
indicated by the obstacle perception grid in Eq. (1), and
it is used as a supervision signal to bias trajectory gen-
eration toward locally more open space. The V4 is the
normalized direction vector of the generated trajectory A,
and the dot product computes the cosine similarity, directly
maximizing the reward when the trajectory perfectly aligns
with the locally most open space. To prevent the agent from
receiving reward simply by pointing toward open space while
still being too close to obstacles, we apply 7collision as a
continuous safety gate that reduces the reward when collision
risk is high, a larger ~y gives more penalty when the robot is
near obstacles, even if it is moving toward open space.

Policy Fine-Tuning via Group-Relative Trajectory Align-
ment. To refine the cloned policy toward safer behaviors, we
adopt a group-relative alignment inspired by GRPO [15].
For each observation, we sample a group of K candidate
trajectories and evaluate them using the proposed safety
reward R(A) defined above.
For each group of K trajectories sampled from the same
observation, we compute the group-relative advantage:
R, - A - ©

g

where p and o are the mean and standard deviation of
rewards within the group. These advantages are then trans-
formed into softmax weights:

_ _oxp(BR)
= —% —,
> =1 exp(BRy)
where [ controls the sharpness of preference weighting.

These weights bias the conditional flow matching objec-
tive:

©))

J

Latian = Ejir w5 [[00(r. Arj Be) = (A = R0)|°]

(10)
where A, ; denotes the 7-time step along the flow path
between noise Ap; and the trajectory tensor A ; cor-
responding to the sampled trajectory A;. To prevent the
policy from deviating too far from the expert data, we
jointly optimize the alignment loss with the original behavior
cloning objective. The final fine-tuning loss is formulated as:

(1)

where « is a weighting hyperparameter that controls the
contribution of the alignment objective.

Liotal = Lorm + aﬁaligm

IV. EXPERIMENTS
A. Implementation Details

For CFM policy learning, we adopt the datasets used
in previous work [14], including Go Stanford [37],
RECON [38], TartanDrive [39], SACSoN [40], and
SCAND [41]. For the RL fine-tuning stage, we utilize
MuSoHu [42], SCAND, and GND [43]. Synchronized 2D
obstacle annotations are generated from the corresponding

Fig. 3: Evaluation environments. Left: indoor scene with
dense static obstacles. Middle: outdoor environment with
natural terrain. Right: indoor scenario where an unexpected
obstacle is introduced at close range (~0.5 m) during robot
motion to test emergency avoidance capability.

laser scan measurements and are used exclusively for offline
safety reward computation.

All models are initialized from the publicly released
FlowNav checkpoint and fine-tuned for 10 epochs using the
AdamW optimizer with an initial learning rate of 1074,
a cosine decay schedule with warmup, and a batch size
of 128. To preserve pretrained representations and prevent
overfitting, we freeze all perception backbones, specifically
EfficientNet, DINOv2, and Depth Anything V2. We only
update the four-layer Transformer encoder with a hidden
dimension of 512, the Obstacle Perception Grid module, and
the flow head, which collectively account for approximately
11% of the total parameters. The Obstacle Perception Grid
constructs a 16 x 16 grid covering a local region that spans
4 m laterally and 8 m longitudinally, utilizing dataset-specific
camera intrinsics for 3D back-projection.

For offline alignment, we sample K = 10 trajectories
per context and set the safety gating strength to v = 5.0,
advantage sharpness to 8 = 2.0, weighting hyperparameter
to a = 0.3, and collision penalty coefficient to A = 1.0.
Privileged 2D obstacle annotations from synchronized laser
scans are strictly used for computing offline safety rewards
during training and are completely excluded at inference
time. All experiments are conducted on a single NVIDIA
RTX 3090 GPU.

B. Experiment Setup

We evaluate RaFM-Nav on real-world goal-conditioned
navigation for reaching a visual target as well as goal-free
exploration to ensure safe movement without a specified
target. We compare our approach against two state-of-the-
art generative baselines: NoMaD [8] and FlowNav [14].

The experimental setup comprised three real-world en-
vironments with distinct characteristics (Fig. 3): left, an
indoor environment with static obstacles; middle, an out-
door environment featuring natural, unstructured terrain; and
right, an indoor dynamic environment involving the sudden
insertion of a stationary pedestrian approximately 0.5 m in
front of the robot’s path to evaluate its emergency avoidance
capabilities. Each method is evaluated with 10 independent
runs in each environment, 30 runs in total. The reported
results are averaged across the three environments.

We report the mean success rate (SR), defined as the
percentage of runs that successfully reach the goal without
becoming stuck due to collisions. We additionally report



TABLE I: Comparison with SOTA generative methods under
the setting of the goal-conditioned navigation and goal-free
exploration.

| Navigation || Exploration |
Method | SR (%)t  Coll/run| || Coll/run} | Latency (ms)]
NoMaD (8] 20.0 2.8 3.6 62.1
FlowNav [14] 30.0 2.5 35 63.8
Ours-without-alignment 30.0 2.1 2.5 65.0
Ours-without-OPG 40.0 1.6 1.8 63.8
Ours (Full) 70.0 1.1 1.0 65.0

TABLE II: Ablation of reward components in navigation
mode.

Method | SR (%) 1  Coll./run |
Initial policy (BC) 30.0 2.1
BC+ Open-space reward 40.0 1.8
BC+ Safety penalty 50.0 1.4
Ours (Full) 70.0 1.2

the mean number of collisions per run (Coll./run) as a
safety metric and the average inference latency (Latency)
per forward pass to evaluate deployment efficiency.

C. Real-World Deployment Setup

All experiments are conducted on a Unitree Go2
quadruped robot, controlled via velocity commands. Infer-
ence runs on an external workstation equipped with an RTX
4060 GPU, at 10 Hz with an average forward-pass latency of
65 ms. At each timestep, the robot observes RGB images and
predicts a sequence of T, = 8 future ego-centric waypoints,
which are converted into velocity commands.

a) Comparison with SOTA Generative Methods: Ta-
ble I shows that our method consistently outperforms prior
SOTA generative baselines under both goal-conditioned nav-
igation and goal-free exploration settings. In navigation, No-
MaD and FlowNav reach only 20% and 30% success rates,
suffering from high collision rates (2.8 and 2.5 collisions
per run, respectively). The suboptimal performance of these
baselines stems from their reliance on pure behavior cloning;
without explicit geometric grounding or safety constraints,
they are prone to generating boundary-skimming trajectories
that remain highly vulnerable to compounding errors in
dense clutter. In contrast, our full model, RaFM-Nav, actively
maintains spatial safety margins by injecting explicit risk
awareness into the generative process. Crucially, our method
boosts the success rate to 70% primarily by mitigating
collision-induced failures.

Similarly, in goal-free exploration, our model achieves the
lowest collision rate at 1.0, demonstrating vastly superior
generalization and safety compared to NoMaD (3.6) and
FlowNav (3.5).

b) Ablation Study: We evaluate the individual contri-
butions of our core modules and the reward function design.

As shown in Table I, removing the group-relative trajec-
tory alignment causes a severe performance drop (30% SR,
2.1 collisions). Similarly, omitting the Obstacle Perception

Grid (OPG) yields a 40% SR and 1.6 collisions. This indi-
cates that both components are effective. The OPG provides
explicit obstacle perception to enhance risk awareness, and
the alignment strategy encourages the policy to steer the
generative distribution away from hazards.

We further analyze the contribution of each reward compo-
nent in the proposed alignment objective (Eq. (4)), as shown
in Table II. The initial policy refers to the behavior cloning
model introduced in subsection III-B.

Starting from this initial policy (30.0% SR and 2.1 colli-
sions per run), incorporating the open-space reward improves
the success rate to 40.0% while reducing collisions to 1.8.
This indicates that encouraging motion toward more open
and traversable regions already provides more reliable navi-
gation behavior. Adding the safety penalty further improves
the policy, achieving a higher success rate of 50.0% and
reducing collisions to 1.4. This demonstrates that explicitly
penalizing obstacle proximity helps the policy maintain safer
clearances during navigation. Combining both rewards yields
the best performance, reaching 70.0% SR with only 1.2
collisions per run.

We visualize the relative safety weights assigned to can-
didate trajectories during policy fine-tuning, as detailed in
Section III-C. As shown in Fig. 4, the policy samples mul-
tiple candidate trajectories for the same observation during
the group-relative trajectory alignment stage. The proposed
safety-oriented reward assigns higher weights to trajectories
that maintain larger obstacle clearance and pass through open
space, thereby prioritizing safer behaviors in the optimization
and steering the policy update toward risk-aware actions.

¢) Qualitative Trajectory Preference Analysis: To clar-
ify how different policies behave during real execution,
we next qualitatively compare the trajectories produced by
NoMaD, FlowNav, and RaFM-Nav in representative spatial
layouts. The comparison focuses on two preference factors:
how much clearance each policy keeps from obstacles, and
how it chooses a route when faced with spatial constraints.
We evaluate three challenging spatial configurations illus-
trated in Fig. 5: dense clutter, narrow corridors, and multiple
topological choices.

In the dense clutter environment (Fig. 5, Top), NoMaD and
FlowNav generate unsafe paths that run into nearby obsta-
cles, ending in collisions. In contrast, RaFM-Nav maintains
a continuous, collision-free path through the clutter.

In the narrow corridor environment (Fig. 5, Middle),
NoMabD and FlowNav move very close to the corridor bound-
ary, leaving minimal lateral clearance (0.03 m for NoMaD
and 0.08 m for FlowNav). This provides an insufficient
safety buffer and inevitably leads to collisions. RaFM-Nav,
however, centers the robot’s trajectory, maintaining a much
safer clearance of 0.24 m to ensure a successful pass.

Finally, when presented with multiple topological choices
(Fig. 5, Bottom), the environment offers an open space route
and a narrow constrained route. While NoMaD and FlowNav
blindly favor the narrow passage and ultimately collide,
RaFM-Nav consistently selects the wider, open space route
to pass safely.
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Fig. 4: Visualization of candidate trajectories and their relative safety weights computed using Eq. (9) across three
representative scenes (e.g., straight, left, and right turns). For each scene, we sample multiple plausible trajectory candidates
conditioned on the current observation and the goal. Trajectories are color-coded by safety weight, with green indicating the

safest and red the least safe (see color bar).
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Fig. 5: Qualitative comparison in three challenging scenarios. Top: Dense clutter. Previous generative policies produce unsafe
trajectories and collide with obstacles, while RaFM-Nav maintains collision-free navigation. Middle: Narrow corridor.
NoMaD and FlowNav skim boundaries with low clearance; RaFM-Nav centers its trajectory for safer margins. Bottom:
Multiple topological choices. NoMaD and FlowNav select a constrained route, whereas RaFM-Nav consistently selects

wider collision-free regions.

Overall, the examples in Fig. 5 show that RaFM-Nav’s
safety modeling encourages trajectories with larger clear-
ances and more reliable route choices. Without group-relative
trajectory alignment, the baselines exhibit higher variance
in route selection and frequently traverse tighter regions,
resulting in higher collision rates in cluttered scenarios.

d) Inference Time Analysis: We compare the inference
latency across all methods with N, = 10 (Table I). Despite
a small increase in inference latency, RaFM-Nav achieves
substantially better navigation performance. RaFM-Nav runs
at 65.0 ms per forward pass, which is slightly slower than
FlowNav (63.8 ms) and NoMaD (62.1 ms), while improving
success rate from 30% to 70% and reducing collisions from
2.5 to 1.1. This marginal latency increase is entirely due to
feature extraction in the Obstacle Perception Grid (OPG),
and the group-relative trajectory alignment is executed fully

offline and incurs zero additional cost at inference time.

V. CONCLUSION

In this work, we presented RaFM-Nav, a framework for
enhancing the safety of flow-matching visual navigation poli-
cies in densely cluttered environments. RaFM-Nav integrates
a perception-level Obstacle Perception Grid to enhance the
policy’s awareness of nearby risks, and introduces a group-
relative trajectory alignment that guides training toward
lower-risk trajectory distributions. Real-world experiments
show that RaFM-Nav produces a robust navigation policy
that can traverse complex, unstructured terrain while main-
taining larger safety margins. Future work will extend the
framework to dynamic obstacles and moving agents, and
further study the scalability and sample efficiency of group-
relative optimization in long-horizon navigation.
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